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Voxels and voxelisation



Voxels: 3D pixels



Voxel models



What is the volume of BK? 
(brep vs. voxel)



Volume of BK

• B-rep model: 

• Constrained tetrahedralisation 
of interior? -> requires 
watertight geometry 

• Oriented volume using 
triangulated faces -> requires 
correctly oriented faces

• Voxels: count voxels, multiply by 
volume of voxel



Why?

• Simplicity: simple storage, simple processing methods, simple to use in applications 

• Robustness: many issues solved automatically or at least more easily, few degenerate 
cases 

• Speed: easy to do parallel processing by processing voxels independently 

• A good match for (interpolated) fields data



Where?

• Visibly: some datasets (e.g. most geological data) and software (e.g. voxel layers in 
GRASS and ArcGIS) 

• But mostly invisibly: simulations, navigation, DL models, optimisation, computer 
graphics and rendering, etc. 

• Plus related fields: games (e.g. visibly in Minecraft), medical imaging (CT/MRI scans), 
3D printing and manufacturing
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documentation (in Dutch) is available from the DINOloket 
web portal (TNO-GDN,  ż  a). A second model covers 
the Belgian and southern Netherlands part of the North 
Sea (BPNS/sNPNS). This model, developed as part of the 
Transnational and Integrated Long-term Marine Exploita-
tion Strategies project (TILES) has a resolution of  żż 
x  żż x 5 m and extends down to a depth of -‐% m NAP 
(Dutch ordnance datum) (Hademenos et al.,  ż5&; Van 
Lancker et al.,  ż5&).

The modelling approach contains the same four main 
steps as the GeoTOP model, but there are some di6feren-
ces. In addition to boreholes, seismic data are a major in-
formation source in the o6fshore domain and the model-
ling approach is using this datatype as described in detail 
by Hademenos et al. ( ż5&). Step one consists of strati-
graphic interpretation of both borehole and seismic data. 

In contrast to GeoTOP, the interpretation of both datasets 
is mainly performed manually. In step two, the  D inter-
polation of stratigraphic surfaces follows the same princi-
ples as applied in GeoTOP. The third step, the subdivision 
of boreholes into lithological classes, is comparable to the 
procedure for GeoTOP, but the de()nition of the classes 
varies according to the application of the model. In addi-
tion to a varying grain-size class de()nition, classes for the 
concentration of ()nes (silt and clay) and shells and gravel 
(TILES only) are used. These additional classes are of in-
terest when determining the overall sand quality. In the 
fourth step, αD interpolation is completed for lithological, 
mud, shell and gravel classes for each stratigraphic unit 
separately.

Model-related uncertainty of the o6fshore aggregate 
resource models is estimated in the same way as in Geo-
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Figure 24.16. GeoTOP 3D views of the Gelderse Vallei area in the central part of the Netherlands: a) lithostratigraphic units of 
Holocene and upper Pleistocene formations, members and beds; b) lithological classes. The displayed block measures 62 x 24 km; 
depth of the base is %& m below MSL; vertical exaggeration is 7%x. Modi()ed after Sta*leu & Dubelaar (2&+6). ⏎ 



We apply mesh reconstruction on the aggregated point cloud, and then resample to create a denser voxel
representation. In Figures 1a and 1b, the color points represent the aggregated point cloud. It is evident that
there are still holes between the points in the original point cloud, which, if converted directly to voxels, would
result in many holes with a small voxelization size. After the mesh reconstruction, not only are these holes
eliminated, but noisy areas are also effectively smoothed out. Figure 1c shows the results of mesh reconstruction
on some objects, including houses, walls, trees, fire hydrants, and poles. As can be observed from the figure,
mesh reconstruction is able to effectively perform high-quality surface reconstruction on areas of the objects
where point clouds are present.

C General Objects
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Figure 2: General objects in our Occ3D benchmark. We mark the general objects with red boxes
in the camera view and yellow boxes in the voxel view.

One of the key advantages of the 3D semantic occupancy prediction task is the potential to handle General
Objects (GOs), or unknown objects. Different from 3D object detection which pre-defines categories of all the
objects, 3D occupancy prediction handles arbitrary objects with occupancy grids and semantics. The geometries
of objects are generally represented by voxels including out-of-vocabulary objects labeled as (“occupied",
“unknown"). This ability to represent and detect general objects makes the task more general and suitable for
autonomous driving perception. Thus, we present a method using the clustering algorithm to handle “unknown"
objects.

We showcase several examples of GOs in our Occ3D benchmark in Figure 2. Figure 2(a) and (c) depict a dustbin,
while Figure 2(b) and (e) show a shopping cart. Figure 2(d) displays a board on the sidewalk. Figure 2(f) features
a flying banner. In each case, the voxels within the bounding box represent the corresponding GO.

D Visibility

Ray casting. Both the Aggregated LiDAR and Camera visibility calculation heavily depend on a ray-casting
algorithm, which is described in detail in Algorithm 1. The algorithm’s execution is divided into two stages: the
initialization phase (Lines 4 to 32) and the incremental traversal phase (Lines 33 to 65).

During the initialization phase, several parameters are determined: the ray direction step, the starting voxel
coordinates cur_voxel, the ending voxel coordinates last_voxel, the first voxel boundary tMax, and tDelta
which defines the distance traversed along the ray when crossing a voxel. The algorithm initiates at the ray’s
origin. It traverses each voxel in an interval order and continues looping until it encounters the last voxel within
the specified range.

2





Nomenclature

• 2D: 

• pixel 

• image / 2D raster 

• (2D) rasterisation

• 3D: 

• voxel 

• voxel model / 3D raster 

• voxelisation / 3D rasterisation



Today: voxel-related representations

• Voxels: variations, compression, different encodings 

• Hierarchical representations (e.g. octrees) and their variations 

• Voxelisation



Setup

1. Define domain (origin and orientation / 
axes) 

2. Define resolution / voxel size

xy

z



Setup

1. Define domain (origin and orientation / 
axes) 

2. Define resolution / voxel size



Usual (dense) encoding

1. Define order for storage / traversal (first x 0…i, then y 0…j, then z 0…k) 

2. Following the order: specify what is in each voxel, e.g. occupied or not, object IDs, field 
values, etc. 

• […, false, true, true, false, …] 

• […, 1, 1, 3, 3, 1, …] 

• […, 3.45, 3.56, 3.78, 3.99, …]



Wikimedia Commons



Sparse encoding

• List of entries containing for each voxel: 

• location (along x, y, z) 

• contents 

• e.g. (x, y, z, ID) = …, [100, 105, 0, 3], [101, 105, 0, 3], …



Other forms of compression

• Run-length encoding: repeated entries -> value + count 

• Differential encoding: (large) values -> difference w.r.t. last voxel



What encoding is better?



What encoding is better?

• Storage? 

• Access time? 

• Ease of implementation? 

• Speed of different operations?



Variations

• Varying sizes, e.g. 

• anisotropic voxels - different size along each dimension (e.g. better resolution for z 
for geologic data, lower resolution in medical images across slices) 

• adaptive resolution - smaller size around particular areas 

• Differently shaped cells, e.g. tetrahedra or octahedra in a regular pattern 

• Dual voxels (data in vertices), used in dual contouring



Hierarchical subdivisions

Wikimedia Commons



Hierarchical subdivisions

• Octrees: in half along every axis 

• Bintrees: in half along a sequence of axes (typically x, then y, then z, then x…) 

• k-d trees: using a stored value along alternating axes



Octrees

• Construction: top-down, rules for 
splitting and for stopping 

• Pointer-based vs. linear

Wikimedia Commons



Bintrees

• Two children per node -> more space-efficient but deeper trees 

• Can adapt to anisotropic distribution along axes (e.g. geological data with more 
resolution along z axis)



kd-trees

• Choose a splitting value rather than just halves -> greater adaptability, e.g. 

• Median -> half of objects in each side, balanced tree 

• Disjoint sets -> easy and fast queries



Don’t want visible voxels?

Use voxels for operations in the background but… 

show brep instead



Voxelisation



Voxelisation of fields



Voxelisation of fields

• Nearest neighbour 

• IDW 

• Linear in tetrahedra 

• Natural neighbour 

• Kriging 

• etc.



Reverse process

• Simplest approach: 

• Create line segments (1D) or triangles/quads (2D/brep 3D) using very voxel center 

• Simplify using decimation 

• Plenty of more advanced methods, e.g. marching cubes, dual contouring



Reverse process (profile)



Reverse process (2D/3D)



Reverse process (2D/3D)



Marching cubes

https://www.boristhebrave.com/2018/04/15/marching-cubes-3d-tutorial/



Voxelisation of objects



In 2D: what is the difference?



In 2D: what is the difference?

4-connected

8-connected



2D targets

4-connectivity

8-connectivity



2D targets

4-connectivity

8-connectivity



Targets for points



Targets for areas



Targets for areas



Duality of targets in 2D

• To detect: 

• points (0D) -> squares (2D) 

• lines (1D) -> line segments (1D) 

• areas (2D) -> centre points (0D)



Duality of targets in 3D

• To detect: 

• points (0D) -> cubes (3D) 

• lines (1D) -> surfaces (2D) 

• surfaces (2D) -> line segments (1D) 

• volumes (3D) -> centre points (0D)



Connectivity in 3D



6-connectivity



18-connectivity



26-connectivity



Voxelising points



Voxelising lines

�.� Conversions to and from voxels ��

(a) (b)

Figure �.�: Intersection targets (blue) for
�D curves for (a) �-connectivity and (b)
��-connectivity.

Figure �.��: Voxelising a surface

(a) (b)

Figure �.��: Intersection targets (black
lines) for �D surfaces for (a) �-
connectivity and (b) ��-connectivity.



Voxelising lines



Voxelising surfaces

�.� Conversions to and from voxels ��

(a) (b)

Figure �.�: Intersection targets (blue) for
�D curves for (a) �-connectivity and (b)
��-connectivity.

Figure �.��: Voxelising a surface

(a) (b)

Figure �.��: Intersection targets (black
lines) for �D surfaces for (a) �-
connectivity and (b) ��-connectivity.



Voxelising surfaces

�.� Conversions to and from voxels ��

(a) (b)

Figure �.�: Intersection targets (blue) for
�D curves for (a) �-connectivity and (b)
��-connectivity.

Figure �.��: Voxelising a surface

(a) (b)

Figure �.��: Intersection targets (black
lines) for �D surfaces for (a) �-
connectivity and (b) ��-connectivity.



Voxelising volumes?



Voxelising volumes?

Assuming b-rep: 

1. Voxelise surface 

2. Fill interior 

Is this accurate?



In detail: voxelising lines / surfaces 

• Same case! 

• Can be computed as line segment - 
triangle intersection 

• Possible with max 4 orientation tests, 
e.g. with signed volume:

d

a

b

c

<latexit sha1_base64="K7gNlW6cnumx5FmhNYNKa/fSo4k=">AAACR3icjVDLSgMxFM3UV62vqks3wSLUhaUVqW6EohuXFewDOkPJZDJtaGYyJHcqZZgPVPwBv0JXoq7M1C7UKnhWJ+ecS+49biS4hmr10cotLC4tr+RXC2vrG5tbxe2dtpaxoqxFpZCq6xLNBA9ZCzgI1o0UI4ErWMcdXWZ+Z8yU5jK8gUnEnIAMQu5zSsBI/aJnBwSGKkjGUsQBS/E5tn1FaFK2pZlTfDAEopS8TciRlx7OqW6m2sADpuc8mnlpUk/7xVKtUp0C/01KaIZmv/hge5KafUKggmjdq1UjcBKigFPB0oIdaxYROiID1jM0JOZ7J5m2keIDXyoMQ4an76/ZhARaTwLXZLKr9U8vE3/zejH4Z07CwygGFlITMZ4fCwwSZ6VijytGQUwMIVRxsyWmQ2JqBFN94X/nt48rtXqlfn1SalzMisijPbSPyqiGTlEDXaEmaiGK7tEzekPv1p31ZL1Yr5/RnDWb2UXfkLM+AIFptJw=</latexit>

volume =
(
→→→↑
a→ d)(

→→→↑
b→ d)↓ (

→→→↑
c→ d)
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Voxelising lines / surfaces 
origin

destination

v0

v1

v2+

-



Voxelising lines / surfaces 
origin

destination

v0

v1

v2+

-



Voxelising lines / surfaces 
origin

destination

v0

v1

v2

+

-



Voxelising lines / surfaces 
origin

destination

v0
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+

-



What to do next?

1. Today: 

• Continue with Homework 1 (due May 8) 

• Go to geo1004 website and study today’s lesson (updated 3D book Chapter 4)  

• If you have extra time: study Wednesday’s lesson (3D book Chapter 9) 

2. Wednesday: val3dity demos, then help with lessons or Hw 1



https://3d.bk.tudelft.nl/courses/geo1004 

https://3d.bk.tudelft.nl/courses/geo1004
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